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Abstract

Organizations that score individuals sometimes disclose how much a variable matters

for the score, even though individuals can use this information to game it. I study a

principal who scores an agent based on a report that the agent can distort at a cost.

The principal privately knows her valuation, which determines how strongly the score

responds to the report. The agent distorts more when he expects a higher valuation,

precisely when scoring errors are more costly. As a result, opacity strictly dominates

any nontrivial monotone disclosure policy. This conclusion changes when the principal

can also remain silent. The optimal policy announces that the valuation lies in an in-

termediate interval and remains silent otherwise. By pooling low and high valuations,

silence limits distortion when the valuation is high. This policy strictly improves upon

opacity and, in numerical examples, captures most of the gains from unconstrained

disclosure.
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1 Introduction

Institutions increasingly rely on predictive models to guide decisions or to determine out-

comes outright. Algorithms rank websites in search results, determine borrowers’ credit

scores, screen job applicants’ resumes, and set flight prices. The inner workings of these

models, and the data they draw on, are often kept secret, ostensibly to prevent manipula-

tion of the inputs.1 Once people learn which variables matter to a model, they can adjust

their behavior, falsify documents, or simply lie to secure more favorable outcomes. This is

the logic behind Goodhart’s law: ”When a measure becomes a target, it ceases to be a good

measure.” Yet organizations commonly release broad indications of how their algorithms

work. The FICO credit score is one example: its website reports that the model weighs

an individual’s payment history, amounts owed, length of credit history, new credit, and

credit mix.2 This information can in turn be used to game the score. One website advises

spreading balances across cards to keep the utilization of each card low, a strategy that costs

little and does not change a person’s credit risk.3 Motivated by such practices, I study how

an organization can optimally disclose information about its predictive model to limit harm

caused by gaming.

Revealing which variables matter tells individuals where to concentrate their gaming ef-

forts. If an organization reveals that a variable matters little, individuals have little incentive

to game it, but this brings little benefit, since distorting that variable does little harm. If,

instead, it reveals that a variable matters a lot, individuals have a strong incentive to distort

it, and the decision is then made on falsified data. This suggests a natural rationale for opac-

ity. This paper shows, however, that partial disclosure strictly improves upon opacity: the

organization discloses when a variable’s importance is intermediate and stays silent when the

variable matters very little or very much. Silence then leaves individuals uncertain about

1How Much Do We Really Know About Google’s Ranking Algorithm?, https://medium.com/swlh/how-
much-do-we-really-know-about-googles-ranking-algorithm-ef031586681b

2What’s in my FICO Scores?, https://www.myfico.com/credit-education/whats-in-your-credit-score
3How to Improve Your FICO Score: 15 Proven Strategies, https://creditficoscores.com/fico-scores/how-

to-improve
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which of the two extremes holds, which limits their incentive to game when the variable

matters most.

I study the optimal disclosure policy in a principal-agent model in which the principal

scores an agent based on a report about his privately known quality. The principal holds

a private valuation that determines how much the score should respond to quality, and she

commits in advance to a policy for disclosing this valuation. The valuation can be thought

of, for instance, as the weight of an observable variable in a linear regression that predicts

an underlying characteristic. The agent forms a belief about the valuation and can inflate

his report about his quality at a cost, which represents, for example, the price of forging

documents, the risk of fines if caught, or the psychological cost of lying. The principal

observes the report and assigns a score. She suffers a quadratic loss from the distance

between this score and the ideal score, her valuation times the agent’s quality, so that her

scoring errors are most costly when her valuation is high. However, the agent distorts more

the higher he expects the valuation to be, since his gain from inflating his report is then

higher. Disclosing that the valuation is high, therefore, triggers gaming exactly where it

hurts most.

Institutional or organizational constraints may limit the set of disclosure strategies avail-

able to the principal. An organization can hardly announce that a variable ”matters either

very little or a lot”, or randomize over what it says. Its statements must instead make

sense on their own, such as that a variable matters ”a lot” or ”moderately”, which amounts

to revealing an interval of weights. FICO, for instance, publishes approximate weights for

the five broad categories of credit information that enter its score. Regulation codifies the

same practice. Providers of online search engines and intermediation services must disclose

the main parameters determining their rankings and the relative importance of these pa-

rameters.4 Online platforms face a similar requirement for their recommender systems.5

4Regulation (EU) 2019/1150 on promoting fairness and transparency for business users of online inter-
mediation services, Article 5.

5Regulation (EU) 2022/2065 (Digital Services Act), Article 27.
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However, the former regulation exempts providers from disclosing algorithms or information

that would enable consumers to be deceived through the gaming of search results.

Drawing on the literature on constrained information design, I therefore first restrict the

principal to monotone signals, which pool valuations into intervals. Such signals cannot

improve upon opacity. Pooling two ordered messages raises the posterior mean, and hence

gaming, for the low valuations, but lowers it for the high valuations, whose scoring errors

are more costly, and the gain always outweighs the loss (Proposition 2). Opacity therefore

strictly dominates every monotone signal, including full transparency (Theorem 1).

In a second part, I give the principal one extra degree of freedom: the ability to remain

silent. I introduce monotone-or-mute signals, in which all messages but one are ordered, and

the remaining message, silence, is unrestricted. In practice, this represents an organization

that describes the importance of a variable on an ordered scale, but may also say nothing.

Additional ordered categories never help (Corollary 1), and Theorem 2 shows that the opti-

mal monotone-or-mute signal announces that the valuation lies in an intermediate interval

and remains silent otherwise, and that it strictly improves upon opacity. Silence pools the

lowest valuations, which matter little, with the highest ones. An agent who hears nothing,

therefore, expects a lower valuation than under opacity and distorts less, precisely when the

principal’s errors are most costly.

As a benchmark, I characterize the optimal unconstrained disclosure policy using the

results of Kolotilin et al. (2025) (henceforth KCW). The optimal signal pairs each high

valuation with a low one: every message reveals that the valuation is one of two values,

and wider pairs induce lower posterior means, so that the highest valuations face the least

gaming. This signal is hard to implement, since it uses a continuum of messages, each pooling

two distant valuations, and such disclosure is rarely observed in practice.

Finally, I quantify these gains numerically, measuring each policy by the change in the

principal’s loss relative to opacity. In every example, the optimal monotone-or-mute signal

achieves 78% to 79% of the reduction achieved by the unconstrained optimum. The gain
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from silence is negligible when valuations vary by less than a factor of three. It is substantial

when the highest valuation is a hundred times the lowest and most valuations are low: the

loss then falls by 13%. It remains substantial even when the agent has greater distortion

ability: the loss still falls by 8% when manipulation accounts for 42% of the report’s variance.

Full transparency, by contrast, raises the loss by 31% to almost 7000%.

The rest of the paper is organized as follows. The remainder of this section reviews

the related literature. Section 2 presents the model, characterizes the linear equilibrium,

and reduces the principal’s payoff to a function of the first two moments of her posterior.

Section 3 studies monotone signals and shows that opacity dominates this class of signals.

Section 4 introduces monotone-or-mute signals and characterizes the optimal one. Section 5

characterizes the unconstrained optimum using the results of KCW. Section 6 quantifies the

gains from silence and compares them with those of the unconstrained optimum. Section 7

concludes.

1.1 Literature review

This paper is related to the literature on strategic manipulation, in which an agent can

exert a costly and socially wasteful effort to obtain a better outcome. The principal, in

these setups, incurs a loss because she either makes a decision based on falsified data or

must design a mechanism to account for this distortion. This situation has been studied

through the lens of optimal contracting (Lacker and Weinberg, 1989), scoring (Frankel and

Kartik, 2019, 2022; Ball, 2025), test design (Perez-Richet and Skreta, 2022, 2026), price

discrimination (Tan, 2025), and, in computer science, classification algorithms (Hardt et al.,

2016). These papers assume that the agent knows how his report will be used. An exception

is Ederer et al. (2018), who show that a principal can deter gaming in a multitask incentive

problem by keeping the agent uncertain about which task will be rewarded. In their setting,

this uncertainty arises from the randomization of the incentive scheme. In this paper, the

weight on the agent’s report is the principal’s private information, and she commits to a
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policy for disclosing it rather than to the scoring rule itself.

Two papers study closely related questions. Wang et al. (2023) compares the two ex-

treme cases of complete opacity and full transparency in a model where agents can invest

in themselves, and shows that transparency can benefit the principal under certain condi-

tions. In my model, agents can only wastefully distort their reports. Full transparency is

then strictly worse than opacity, but partial disclosure strictly improves upon it. Sun (2025)

also studies optimal disclosure with wasteful distortion. In that model, the agent’s type is

binary, and the principal decides whether to lend, with the payoff linear in the principal’s

private valuation. He shows that the optimal disclosure policy mixes continuous and discrete

signals and collapses to opacity under monotonicity when the agent’s type is skewed toward

low types. In my model, the principal instead assigns a continuous score to an agent with

a continuum of types and has a quadratic loss. I show that the collapse to opacity under

monotonicity then holds for every prior over valuations and every compactly supported el-

liptical distribution of the agent’s type with positive distortion ability. My main departure

is to show that a single unrestricted message, silence, overturns this collapse: the optimal

monotone-or-mute signal strictly improves upon opacity.

This paper also relates to the literature on voluntary disclosure of verifiable informa-

tion. When the sender’s information is verifiable, costless to disclose, and known to exist,

unraveling leads to full disclosure (Grossman, 1981; Milgrom, 1981). Nondisclosure arises

in equilibrium when the receiver is unsure whether the sender is informed (Dye, 1985) or

when disclosure is costly (Verrecchia, 1983). Silence then pools the senders with the least

favorable information, and disclosure follows a threshold rule. In my setting, silence plays

a different role. The principal commits to her disclosure policy, and silence pools the low-

est and highest valuations, leaving the agent uncertain whether a variable matters little or

matters a lot. Commitment is essential: since every type of principal prefers that the agent

believes her valuation is low, ex post disclosure of verifiable information would unravel into

full transparency, which is strictly worse than opacity.
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This paper contributes to the literature on Bayesian persuasion initiated by Rayo and

Segal (2010) and Kamenica and Gentzkow (2011). In many applications, the receiver’s

behavior depends on the posterior only through its mean, so that the sender effectively

chooses a distribution of posterior means (Gentzkow and Kamenica, 2016; Kolotilin, 2018;

Dworczak and Martini, 2019). This approach has been extended to a privately informed

receiver (Kolotilin et al., 2017; Guo and Shmaya, 2019), and Arieli et al. (2023) characterize

optimal signals through bi-pooling policies when the sender’s payoff depends only on the

posterior mean. In my model, the principal’s payoff depends nonlinearly on both the posterior

mean and the valuation itself. My characterization of the unconstrained optimum relies on

Kolotilin et al. (2025), who use optimal transport to solve nonlinear persuasion problems.

This paper also relates to the literature on constrained information design, which studies

monotone signals that pool states into intervals (Mensch, 2021; Onuchic and Ray, 2023;

Kolotilin et al., 2024). I introduce monotone-or-mute signals, which add a single unrestricted

message to a monotone signal, and show that this minimal departure is enough to make

disclosure valuable.

2 Model

2.1 Setup

A principal (she) assigns a score to an agent (he). She wants the score to match the agent’s

quality, weighted by her private valuation of that quality. Before scoring, she commits to a

costless signal that discloses information about her valuation to the agent, who then sends a

costly report about his quality. By choosing what the agent learns about her valuation, the

principal can influence the agent’s incentives to distort his report.

Principal. The setup extends the model of Frankel and Kartik (2019). The principal with
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valuation θ obtains payoff

uP = −(s− θη)2

from assigning score s ∈ R to an agent with quality η.6 The valuation θ ∈ Θ = [θ, θ̄],

with 0 < θ < θ̄, is privately known to the principal and drawn from an atomless prior

ϕ0 ∈ ∆(Θ) with full support. Before θ is realized, the principal commits to a signal about

θ. As is standard since Kamenica and Gentzkow (2011), choosing a signal is equivalent to

choosing a distribution of posteriors τ ∈ ∆
(︁
∆(Θ)

)︁
that is Bayes-plausible, i.e., such that∫︁

∆(Θ)
ϕ dτ(ϕ) = ϕ0. For a posterior ϕ, I write µϕ = Eϕ[θ] for the posterior mean, and

µ0 = Eϕ0 [θ] for the prior mean.

Agent. The agent privately knows his type (η, δ), where η is his natural quality and δ > 0

is his d istortion ability. He sends a report x ∈ R at cost (x− η)2/(2δ), so that his payoff is

uA = s− (x− η)2

2δ

Reporting his natural quality is costless, and the marginal cost of inflating the report de-

creases with his distortion ability. The type (η, δ) is drawn from a distribution F , inde-

pendently of θ. The distribution F is elliptical, with means µη and µδ > 0, variances

σ2
η, σ

2
δ ∈ (0,∞), and zero covariance. Its support is compact and contained in R × (0,∞),

ensuring that δ > 0 for every type.7

Timing. The game unfolds as follows.

1. The principal commits to a signal τ .

6This setup is closely related to the one-variable model of Ball (2025).
7Elliptical distributions guarantee that, for every b ∈ R, the conditional expectation of η given η + bδ is

affine, as shown in Gómez et al. (2003).
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2. The valuation θ and the type (η, δ) are drawn independently.

3. The agent observes the signal realization and his type, and sends a report x.

4. The principal observes θ, the signal realization, and the report x, and assigns a

score s.

The principal commits to her disclosure policy, but not to her scoring rule. Since her payoff is

quadratic and (η, δ) is independent of θ and of the signal, she optimally assigns s = θEF [η|x],

where EF [η|x] denotes the expectation of the agent’s quality given his report, under his

equilibrium strategy following the realized signal.

2.2 Linear equilibrium

As in Frankel and Kartik (2022) and Ball (2025), I focus on Bayes–Nash linear equilibria,

in which the scoring rule is affine in the agent’s report. This restriction makes the equilib-

rium tractable and gives the slope a natural interpretation: it measures how sensitively the

principal adjusts the score in response to the report.

Fix a signal realization, and let ϕ denote the posterior it induces. Since behavior after

the realization depends on it only through ϕ, I index the equilibrium objects by ϕ.

Definition 2.1. Given posterior ϕ, a linear equilibrium consists of a scoring rule sϕ(x, θ) =

βϕ(θ) x+ β0,ϕ(θ) and a reporting strategy xϕ(η, δ) such that

(i) for every type (η, δ), the report xϕ(η, δ) maximizes Eϕ
[︁
sϕ(x, θ)

]︁
− (x − η)2/(2δ) over

x ∈ R, and

(ii) for every valuation θ ∈ Θ and every type (η, δ), sϕ
(︁
xϕ(η, δ), θ

)︁
= θ EF

[︁
η | xϕ(η, δ)

]︁
.

Given a linear scoring rule, the agent’s objective is strictly concave in x, and his unique

best response is

xϕ(η, δ) = η + bϕδ, where bϕ = Eϕ
[︁
βϕ(θ)

]︁
(1)
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The agent inflates his report in proportion to his distortion ability δ and to his expected

marginal return to inflating the report bϕ. Given this strategy, (η, xϕ) is elliptical by Gómez

et al. (2003), and the conditional expectation of quality is affine in the report:

EF [η|x] = µη + kϕ(x− µη − bϕµδ)

where

kϕ =
Cov(η, x)

Var(x)
=

σ2
η

σ2
η + b2ϕσ

2
δ

Substituting this expression into condition (ii) yields, for every θ ∈ Θ and every equilibrium

report x,

βϕ(θ) x+ β0,ϕ(θ) = θkϕ x+ θ
(︁
µη − kϕ(µη + bϕµδ)

)︁
Both sides are affine in x and must agree at every report sent in equilibrium, meaning

that βϕ(θ) = θkϕ. The principal’s sensitivity to the report is therefore proportional to her

valuation. The factor kϕ does not depend on θ because the agent does not observe the

valuation. His report, and hence what it reveals about his quality, is the same whatever

the true θ. The principal therefore forms the same estimate EF [η|x] of quality at every

valuation, and her valuation only multiplies this estimate in the score s = θEF [η|x]. Since

Cov(η, x) = σ2
η, the coefficient kϕ = Cov(η, x)2/(Var(η)Var(x)) is also the population R2 of

the regression of quality on the report, that is, the share of the variance of quality explained

by the report.

Consistency between the two players’ strategies requires bϕ = Eϕ[θkϕ] = µϕkϕ, that is,

bϕ = µϕ
σ2
η

σ2
η + b2ϕσ

2
δ
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or, equivalently,

σ2
δb

3
ϕ + σ2

ηbϕ − σ2
ηµϕ = 0 (2)

The intensity of distortion depends on the posterior only through its mean. For y > 0, let

h(y) denote the unique real root b of σ2
δb

3 + σ2
ηb− σ2

ηy = 0, that is, of (2) with µϕ = y.

Proposition 1. For every posterior ϕ, there exists a unique linear equilibrium. In this

equilibrium, bϕ = h(µϕ) and kϕ = h(µϕ)/µϕ ∈ (0, 1). The intensity of distortion bϕ is strictly

increasing in µϕ, and the principal’s sensitivity to the report, θkϕ, is strictly decreasing in

µϕ for every θ ∈ Θ.

Consistent with Frankel and Kartik (2019) and Ball (2025), the agent distorts more when

he believes the valuation is high, since his expected marginal return from inflating the report

is then higher. The report becomes a noisier signal of quality, and the principal, anticipating

this, discounts it more heavily.

2.3 The principal’s problem

The equilibrium characterization reduces the principal’s payoff to a function of the first two

moments of the posterior.

Lemma 1. In the linear equilibrium following posterior ϕ, the principal’s expected payoff is

W (ϕ) = −Eϕ[θ2]G(µϕ)

where

G(y) =
σ2
ησ

2
δh(y)

2

σ2
η + σ2

δh(y)
2
= σ2

η

(︄
1− h(y)

y

)︄
(3)
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The function G : (0,∞) → (0, σ2
η) is continuously differentiable with G′ > 0, and satisfies

limy→0G(y) = 0 and limy→∞G(y) = σ2
η.

The payoff is the product of two terms. The first, Eϕ[θ
2], captures the stakes : a principal

with a higher valuation suffers more from a given scoring error. The second, G(µϕ) =

EF [Var(η|x)], is the residual uncertainty about the agent’s quality after observing his report,

which equals the prior variance σ2
η times the share 1 − kϕ left unexplained by the report.

A higher posterior mean induces greater distortion, making the report less informative and

increasing residual uncertainty. The principal’s payoff, therefore, decreases in both moments

of the posterior. The central tension is the following: disclosing that the valuation is high

raises the posterior mean, and hence distortion, precisely when the stakes are highest.

The principal chooses a Bayes-plausible distribution of posteriors to maximize her ex-

pected payoff,

max
τ∈∆
(︁
∆(Θ)

)︁ ∫︂
∆(Θ)

W (ϕ) dτ(ϕ) s.t.

∫︂
∆(Θ)

ϕ dτ(ϕ) = ϕ0 (P)

Problem (P) is an infinite-dimensional persuasion problem in which the principal’s payoff

depends on both her valuation and the agent’s posterior mean. Section 3 introduces mono-

tone signals and shows that none of them improves upon opacity. Section 4 shows that

this changes when the principal can also remain silent: she can then strictly improve upon

opacity.

3 Monotone disclosure and the case for opacity

In many settings, organizations communicate the importance of a variable through an ordered

scale such as “low,” “moderate,” and “high”. Such communication is relevant when an

organization evaluates an agent’s report about a characteristic whose importance depends on

the organization’s own objectives. I capture the restriction to ordered categories by requiring
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that the messages correspond to non-overlapping intervals of the valuation. This restriction

rules out pooling distant valuations without the valuations in between, and therefore allows

me to study whether conventional ordered disclosure can improve upon opacity.

Definition 3.1. Two posteriors ϕ and ϕ′ are ordered if max supp ϕ ≤ min supp ϕ′ or

max supp ϕ′ ≤ min supp ϕ. A signal τ is monotone if any two distinct posteriors in supp τ

are ordered.

Monotone messages are statements of the form ”the weight of this variable lies between

a and b”. Regulation asks for such statements when it requires providers to disclose the

relative importance of their main parameters.

To state the next result, identify each message with the posterior it induces. Pooling a

set Φ ⊆ supp τ of messages means that, whenever the principal would have sent one of them,

she sends a single common message instead, and leaves all other messages unchanged. The

pooled message then induces the average posterior ψ = 1
τ(Φ)

∫︁
Φ
ϕ dτ(ϕ).

Proposition 2. Let τ be a signal, and let τ ′ be the signal obtained from τ by pooling a set

Φ ⊆ supp τ of pairwise ordered posteriors with τ(Φ) > 0. If τ ′ ̸= τ , then τ ′ yields a strictly

higher payoff than τ .

To understand the logic, consider two ordered messages. Pooling them raises the posterior

mean, and hence distortion, when the valuation lies in the lower message, and lowers it when

the valuation lies in the upper one. Two forces make the gain outweigh the loss. First, I show

that the function A(µϕ) = µϕG(µϕ) is convex, which shows that pooling would be profitable

if the stakes were proportional to the valuation. Second, the loss of each message is A(µϕ)

scaled by Eϕ[θ
2]/Eϕ[θ], a weighted average of the valuations in the message. This factor

is larger for the upper message, which is precisely the message in which pooling reduces

distortion. The second force, therefore, reinforces the first. The proof extends the reasoning

to an arbitrary collection of messages.
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Pooling all the messages of a monotone signal yields opacity, so Proposition 2 leads to

the following result.

Theorem 1. Opacity strictly dominates every monotone signal other than opacity itself. In

particular, opacity strictly dominates full transparency.

Theorem 1 formalizes the conventional case for opacity. Under monotone disclosure,

information and stakes are aligned in the worst possible way: the agent learns that the

valuation is high precisely when scoring errors are most costly, and distorts accordingly. Full

transparency is the extreme case of this alignment, but any monotone signal, however coarse,

suffers from it. This result parallels Sun (2025), in whose model the optimal signal collapses

to opacity under monotonicity when the agent’s type is skewed toward low types. Here, the

collapse holds for every prior and every compactly supported elliptical distribution of the

agent’s type with positive distortion ability.

4 The value of silence

Theorem 1 relies on a single feature of monotone signals: their messages are ordered, so that

a message inducing a low posterior mean contains only low valuations, and hence low stakes.

To improve upon opacity, the principal must be able to pool high valuations with low ones

within the same message, so that the agent’s uncertainty dampens distortion precisely when

the valuation is high. This section shows that the possibility of remaining silent achieves

exactly this objective and makes disclosure valuable for the principal. With this option, the

optimal monotone-or-mute signal indicates that the valuation lies in an intermediate interval

[a, b] and remains silent otherwise.

4.1 Monotone-or-mute signals

I first introduce a new class of signals that allows the principal to remain silent.
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Definition 4.1. A signal τ is monotone-or-mute if there exists a posterior ϕS ∈ supp τ ,

called the silent message, such that any two distinct posteriors in supp τ \ {ϕS} are ordered.

Like a monotone signal, such a signal communicates through a scale of categories that do

not overlap, but it adds a single message whose support is unrestricted: silence. In models

of verifiable disclosure, the sender can always withhold information (Grossman, 1981; Dye,

1985). Silence differs from the other messages in a fundamental way: it has no literal content,

so its meaning is entirely determined by the disclosure policy, and the restriction to intervals

does not apply to it. This is precisely what makes silence valuable. It is the natural way

to pool distant valuations without making a disjunctive statement: silence may mean that

the variable barely matters, or that it matters a lot. Moreover, there is only one way to

say nothing, hence a single silent message. Monotone-or-mute signals are a minimal and

tractable departure from monotone communication under which the disclosure problem is

not trivial.

Figure 1 depicts two examples of signals. Each color is a message, gi(θ) is the probability

that message i is sent at valuation θ, and the white area is silence. In panel (a), the colored

messages are pairwise ordered, so that the signal is monotone-or-mute. In panel (b), the

green message is sent both below and above the blue one, and the white one is as well.

Whichever message plays the role of silence, two of the remaining messages are not ordered,

so that the signal is not monotone-or-mute.

The messages of a monotone-or-mute signal other than silence are pairwise ordered.

Proposition 2 therefore applies to them directly.

Corollary 1. Every monotone-or-mute signal is weakly dominated by the signal that pools

all its messages other than the silent message into a single message. This signal has at most

two messages.

A finer scale of categories, therefore, never helps: the principal gains nothing from dis-

tinguishing several categories, and only needs to decide at which valuations to speak and
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(a) Monotone-or-mute signal.
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(b) Not a monotone-or-mute signal.

Figure 1: Two signals for valuations on [1, 2].

at which to remain silent. Figure 2 shows the signal obtained by pooling the non-silent

messages of Figure 1(a), which yields a strictly higher payoff to the principal.

1 1.2 1.4 1.6 1.8 2
0

0.2

0.4

0.6

0.8

1

θ

g i
(θ
)

Figure 2: Signal obtained by pooling the non-silent messages of Figure 1(a).

4.2 Optimal interval disclosure

The next result characterizes the optimal monotone-or-mute signal.

Theorem 2. Every optimal monotone-or-mute signal announces that θ ∈ [a∗, b∗], for some

θ < a∗ < b∗ < θ̄, and remains silent otherwise. It strictly improves upon opacity, and the

silent message induces a lower expected valuation than the announcement.
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Intuition. Corollary 1 reduces the problem to signals with two messages. Consider any

such signal, and call L the message with the lower posterior mean and H the other one.

Since the two messages together carry all the stakes, the principal’s loss can be written as

Eϕ0 [θ
2]G(µH)− Pr(L)EL[θ

2]
(︁
G(µH)−G(µL)

)︁
Holding fixed the probabilities and the posterior means of the two messages, the principal

therefore wants to load as much of the stakes θ2 as possible onto message L, in which the

agent distorts least. For a given mean, the second moment is largest when the valuations

are as spread out as possible, so that message L should consist of the two tails of the

distribution, and message H of the intermediate valuations. Message L therefore contains

the highest valuations despite having the lower mean, exactly the reverse of what monotone

signals do.

The principal can always improve upon opacity in this way. Split the valuations into

two tails and an interval such that both messages have the prior mean. This signal does

not change the agent’s behavior and is payoff-equivalent to opacity, but it loads more stakes

onto the tails. Now tilt the tails slightly toward the lower valuations. The mean after the

message sent on the tails falls, and the mean after the other message rises, by amounts that

cancel on average. The agent distorts less after the first message and more after the second.

Since the first carries greater stakes, the principal gains.

The optimal signal is deterministic and takes a simple form: the principal reveals that

the variable matters moderately and says nothing when it matters little or much. Silence

is therefore ambiguous about which of the two extremes holds, and the agent who hears

nothing expects a lower valuation than the agent who hears that the valuation is interme-

diate. Figure 3 depicts the optimal signal for a uniform prior on [1, 2] and σ2
η = σ2

δ = 1.

The principal announces that θ ∈ [1.19, 1.83] (message A), which happens with probability
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0.64, and remains silent otherwise (message S). The expected valuation is 1.511 after the

announcement and 1.479 after silence.8

AS S

1 a∗ b∗ 2
0

1

θ

g
(θ
)

Figure 3: Optimal monotone-or-mute signal for a uniform prior on [1, 2] and σ2
η = σ2

δ = 1.

Silence, therefore, allows the principal to improve upon opacity even when her other

messages must be ordered.

5 The unconstrained benchmark

Monotone-or-mute signals are simple to describe and to implement, but they restrict the

principal. This section describes the optimal signal without any restriction, and Section 6

measures how much of its value the optimal monotone-or-mute signal captures.

Problem (P) belongs to the class of persuasion problems studied by KCW, and its solution

follows from their results. To see the connection, write the principal’s payoff after posterior

ϕ as

W (ϕ) =

∫︂
Θ

V (µϕ, θ) dϕ(θ), with V (y, θ) = −θ2G(y)

The posterior mean µϕ plays the role of the receiver’s action in KCW, and V (y, θ) is the

sender’s payoff when the action is y and the state is θ. In their terminology, this is a

8In this example, the gain over opacity is small, about 0.01% of the loss. Section 6 shows that it can
exceed 13% when valuations are dispersed and skewed toward low values.
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problem with a linear receiver, whose action is the posterior mean, and a sender whose

payoff is nonlinear in the action and depends on the state.

Definition 5.1 (KCW). A signal τ is

1. pairwise if every posterior ϕ ∈ supp τ has at most two valuations in its support,

2. negative assortative if it is pairwise and, for any two posteriors in supp τ , the intervals

spanned by their supports are nested, one inside the other, and

3. single-peaked if, for any posteriors ϕ, ϕ′ ∈ supp τ and valuations θ1 < θ2 < θ3 with

θ1, θ3 ∈ supp ϕ and θ2 ∈ supp ϕ′, we have µϕ < µϕ′ .

In a negative assortative signal, each message reveals that the valuation takes one of two

values, a low one and a high one, and these pairs are nested: the lowest valuation is pooled

with the highest, and the pairs shrink toward the middle. A single-peaked signal assigns

lower posterior means to wider pairs.

Proposition 3 (KCW). An optimal signal exists. Every optimal signal is pairwise, negative

assortative, and single-peaked. If ϕ0 has a density, the optimal signal is unique.

Intuition. Each of the three properties has a simple interpretation in this model.

Pairwise. Any posterior can be split into posteriors with at most two valuations in their

supports and the same mean. Such a split leaves the agent’s behavior and the principal’s

payoff unchanged, since W (ϕ) is linear in ϕ for a given mean. KCW show that, under a

nondegeneracy condition that holds here, posteriors with three or more valuations are never

optimal.

Single-peaked. The cross-partial derivative Vyθ(y, θ) = −2θG′(y) is negative and decreas-

ing in θ: lowering the posterior mean reduces the agent’s distortion, and the benefit is larger

the higher the valuation. The highest valuations can only face a low posterior mean if they

are pooled with low ones. The outer valuations are therefore pooled together and induce the
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lowest posterior means, while the inner valuations induce higher ones. This is the logic of

Theorem 2, which loads the stakes onto the message with the lower mean.

Negative assortative. Two pairs that do not overlap, such as {θ1, θ2} and {θ3, θ4} with

θ1 < θ2 < θ3 < θ4, are ordered posteriors, so that pooling them strictly increases the prin-

cipal’s payoff by Proposition 2. Two pairs that cross, with θ1 < θ3 < θ2 < θ4, violate

single-peakedness, since each pair contains a valuation that lies inside the other. The pairs

must therefore be nested.

Under the optimal signal, every valuation except one, θm, is pooled with a partner on the

other side of θm, and the partner of θ decreases with θ: the lowest valuation θ is pooled with

the highest valuation θ̄, and the pairs shrink towards θm. The wider the pair, the lower its

posterior mean. The extreme valuations, low and high, therefore share the lowest posterior

mean and face the least distortion.

The optimal monotone-or-mute signal is a two-message version of this structure. Silence

pools the two tails, as the widest pairs do, and induces the lower posterior mean, while

the announcement pools the intermediate valuations and induces the higher one. Figure 4

plots, for the uniform prior on [1, 2], the posterior mean induced at each valuation under

both signals. Under the unconstrained optimum, the posterior mean is single-peaked in the

valuation, and the optimal monotone-or-mute signal approximates this curve with two steps.

6 How much does the simple policy lose?

Theorem 2 shows that a monotone-or-mute signal strictly improves upon opacity, and Propo-

sition 3 describes the unconstrained optimum. This section studies how large these gains

are, what determines their size, and how much of the unconstrained gain the simple signal

captures. Gains are measured as a percentage of the loss under opacity. Section 6.1 studies

the gains with respect to the distribution of valuations, and Section 6.2 with respect to the
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Figure 4: Posterior mean induced at each valuation under the unconstrained optimum, the
optimal monotone-or-mute signal, and opacity, for θ uniform on [1, 2] and σ2

η = σ2
δ = 1.

distribution of the agent’s type.

6.1 The distribution of valuations

For this subsection, I set θ̄ = 1, and σ2
η = σ2

δ = 1, and analyze the gain with different θ and

different distributions. Two features of the valuation distribution matter most for the gain

from silence.

The first is dispersion. The stakes θ2 differ across messages only if the valuations do.

When θ̄/θ increases, low valuations become smaller relative to the maximum valuation,

increasing dispersion in the stakes θ2. The second is skewness toward low valuations. Shifting

probability toward low valuations pulls the posterior mean down under the silent message

without adding much to the loss. However, it also makes high valuations rarer. As long

as the high valuations carry most of the stakes, additional low valuations further lower the

posterior mean after silence, increasing the gain. Once high valuations become too rare,

there is little left to protect from distortion. A moderate skewness, therefore, increases the

gain, but too much skewness reduces it.
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Figure 5 illustrates both effects. For three priors with increasing skewness, it plots the

gain of the optimal monotone-or-mute signal against the dispersion θ̄/θ: the uniform prior,

the log-uniform prior, and the inverse-uniform prior.9 In this range of skewness, the gain

increases with skewness at every dispersion. The gain is negligible when valuations vary by

less than a factor of three. It rises steeply with dispersion, and more so the more skewed the

prior.
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Figure 5: Gain of the optimal monotone-or-mute signal over opacity, as a percentage of the
loss under opacity, for priors on [θ, 1] and σ2

η = σ2
δ = 1.

Table 1 reports, for several priors, the optimal monotone-or-mute signal and the change in

the principal’s loss relative to opacity under full transparency, under the optimal monotone-

or-mute signal, and under the unconstrained optimum of Proposition 3.10 The last column

is the share of the unconstrained gain captured by the optimal monotone-or-mute signal.

Three conclusions emerge. First, the value of silence can be substantial. For each family

of priors, the gain increases with the dispersion of valuations. It is largest for the most

9On [θ, θ̄], the log-uniform distribution, under which log θ is uniform, has density f(θ) = 1/
(︁
θ log(θ̄/θ)

)︁
.

The inverse-uniform distribution, under which 1/θ is uniform, has density f(θ) = θ θ̄/
(︁
(θ̄ − θ) θ2

)︁
.

10The unconstrained optimum is computed by solving a discretized version of (P) as a linear program over
pairwise posteriors, which is without loss by Proposition 3. The grid has 120 valuations and 150 posterior
means per pair, and 300 posterior means per pair for the inverse-uniform prior on [0.01, 1].
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Change in loss (%)

Prior Support [a∗, b∗]
Full

transp.
Monotone-
or-mute

Uncon-
strained Share

Uniform [0.1, 1] [0.28, 0.86] +39 −0.43 −0.55 78%
Uniform [0.01, 1] [0.21, 0.85] +55 −0.82 −1.06 78%
Log-uniform [0.1, 1] [0.20, 0.75] +95 −1.04 −1.33 78%
Log-uniform [0.01, 1] [0.066, 0.61] +413 −4.57 −5.77 79%
Inverse-uniform [0.05, 1] [0.078, 0.50] +584 −4.05 −5.16 78%
Inverse-uniform [0.01, 1] [0.018, 0.30] +6973 −13.4 −16.9 79%

Table 1: Change in the principal’s loss relative to opacity under full transparency, the optimal
monotone-or-mute signal, and the unconstrained optimum, for σ2

η = σ2
δ = 1. The interval

[a∗, b∗] is announced by the optimal monotone-or-mute signal, and Share is the share of the
unconstrained gain that this signal captures.

dispersed and most skewed prior, the inverse-uniform prior on [0.01, 1], for which the optimal

monotone-or-mute signal reduces the principal’s loss by 13.4% relative to opacity. Second,

the simple signal captures a stable share of the unconstrained gain, 78% or 79% in every

example, although the gains themselves vary by a factor of thirty. Third, full transparency

is far more costly than silence is valuable: it raises the loss by between 39% and almost

7000%. The largest figure reflects the very small loss under opacity when the prior mean

is low, since the agent then barely distorts. The first-order recommendation is therefore to

avoid monotone disclosure, as Theorem 1 shows.

6.2 The distribution of the agent’s type

I keep θ̄ = 1 and σ2
η = 1 and vary σ2

δ . This covers every change in the variances. Dividing

the cubic equation (2) by σ2
η shows that the agent’s distortion depends on the variances

only through σ2
δ/σ

2
η. The loss of every signal is then proportional to σ2

η, which cancels in

percentage gains. To separate the role of the agent’s type from that of the valuations, I

fix the prior to the inverse-uniform distribution on [0.01, 1], which yields the largest gain in

Section 6.1. Table 2 reports the results for σ2
δ between 1 and 10 000. The second column

gives the share of the variance of the report due to manipulation under opacity, 1−h(µ0)/µ0.

This share is small when σ2
δ = 1: since the prior mean is low, µ0 = 0.047, the agent has little
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incentive to distort. The last column is the share of the unconstrained gain captured by the

optimal monotone-or-mute signal.

Change in loss (%)

σ2
δ

Manip.
share [a∗, b∗]

Full
transp.

Monotone-
or-mute

Uncon-
strained Share

1 0.2% [0.018, 0.30] +6973 −13.4 −16.9 79%
10 2% [0.018, 0.31] +1816 −13.3 −16.9 79%
100 14% [0.019, 0.33] +354 −12.4 −15.7 79%
1000 42% [0.020, 0.38] +90 −8.42 −10.7 79%
10 000 68% [0.020, 0.42] +31 −4.28 −5.49 78%

Table 2: Change in the principal’s loss relative to opacity under full transparency, the
optimal monotone-or-mute signal, and the unconstrained optimum, for the inverse-uniform
prior on [0.01, 1] and σ2

η = 1. Manip. share is the share of the variance of the report due to
manipulation under opacity, the interval [a∗, b∗] is announced by the optimal monotone-or-
mute signal, and Share is the share of the unconstrained gain that this signal captures.

The gain declines slowly as manipulation increases. When manipulation accounts for

14% of the variance of the report, the optimal monotone-or-mute signal reduces the loss by

12.4%, against 13.4% when σ2
δ = 1. The reduction falls to 8.4% when manipulation accounts

for 42% of the variance, and to 4.3% when it accounts for 68%. Even then, it exceeds the

gain under the uniform priors of Table 1, where manipulation accounts for at most 17% of

the variance.

Manipulation has little effect on the shape of the optimal signal. The optimal interval

moves only from [0.018, 0.30] to [0.020, 0.42]. The optimal monotone-or-mute signal captures

78% or 79% of the unconstrained gain in every row. Full transparency always raises the loss

by at least 31%.

7 Concluding remarks

Organizations that rely on predictive models are often reluctant to reveal how these models

work, for fear that individuals will game the inputs. This paper studies how much an

organization should disclose about the weight of a variable that individuals can distort. The
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answer depends on the form of disclosure. Disclosure on an ordered scale, which describes

the weight as low, moderate, or high, always does worse than opacity: it tells individuals

that the variable matters precisely when it matters most, and they distort accordingly. The

option to remain silent overturns this conclusion. The optimal policy discloses that the

weight is moderate and says nothing when it is low or high. Silence leaves individuals

uncertain whether the variable matters little or a lot, and this uncertainty restrains their

gaming precisely when the variable is important. In numerical examples, this simple policy

captures close to 80% of the gain from unconstrained disclosure, and its gain over opacity is

large when valuations are widely dispersed and skewed toward low values.

These results bear on Article 5 of the EU Platform-to-Business Regulation, which requires

providers to disclose the main parameters determining ranking and their relative importance.

Monotone signals are a stylized model of such ordered disclosure, not a literal description of

the Regulation. They nonetheless capture a limitation of ordered disclosure: when agents

can manipulate their reports, revealing that a variable matters a lot encourages manipulation

precisely when scoring errors are most costly.

The Regulation also leaves room for silence. Providers need not disclose parameters

that matter little, since only the main parameters must be disclosed, and they are exempt

from disclosing information that would enable the manipulation of search results. In the

model, remaining silent when a variable matters little or a lot, and announcing that it

matters moderately otherwise, strictly improves upon opacity for well-chosen thresholds.

Remaining silent only when a variable matters a lot does not, since the policy is then

monotone. Exemptions from disclosure requirements may therefore help limit manipulation,

but only if silence also covers the least important variables. Whether the Regulation induces

such a policy in practice depends on its implementation and interpretation, which is beyond

the scope of the model.

This analysis is a first step toward understanding optimal disclosure under strategic

manipulation. Predictive models rarely rely on a single variable, and a natural extension
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is to study disclosure about several correlated variables, possibly in nonlinear models. The

paper also assumes that the organization commits to its disclosure policy but not to its

scoring rule. An organization that can also commit to how it uses reports, as in Frankel

and Kartik (2022) and Ball (2025), could combine both instruments, and how they interact

remains an open question. Finally, distortion is purely wasteful here. When agents can

also invest to improve their quality, as in Wang et al. (2023), disclosure may also encourage

productive effort, and the optimal policy would trade off this benefit against the cost of

gaming.
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A Appendix

A.1 Proof of Proposition 1

Fix a posterior ϕ, and recall that µϕ ≥ θ > 0. The derivation in Section 2.2 shows that, in

any linear equilibrium, the agent reports xϕ(η, δ) = η + bϕδ, the scoring rule satisfies

βϕ(θ) = θkϕ and β0,ϕ(θ) = θ
(︁
µη − kϕ(µη + bϕµδ)

)︁
for every θ ∈ Θ (4)

and bϕ solves (2). Conversely, suppose that bϕ solves (2) and that the scoring rule is given by

(4). Then Eϕ[βϕ(θ)] = µϕkϕ = bϕ, so the agent’s unique best response is xϕ(η, δ) = η + bϕδ,

and condition (ii) of Definition 2.1 holds. These strategies, therefore, form a linear equilib-

rium. Existence and uniqueness of the linear equilibrium are thus equivalent to existence

and uniqueness of a real root of (2).

Existence and uniqueness. The polynomial Q(b) = σ2
δb

3 + σ2
ηb − σ2

ηµϕ satisfies Q′(b) =

3σ2
δb

2 + σ2
η > 0, Q(0) = −σ2

ηµϕ < 0, and Q(µϕ) = σ2
δµ

3
ϕ > 0. It therefore has a unique real

root bϕ = h(µϕ), which lies in (0, µϕ). Hence, the linear equilibrium exists and is unique,

and kϕ = bϕ/µϕ ∈ (0, 1).

Comparative statics. By the implicit function theorem, h is continuously differentiable, with

h′(y) =
σ2
η

3σ2
δh(y)

2 + σ2
η

> 0

Hence bϕ = h(µϕ) is strictly increasing in µϕ. Since h is positive and strictly increasing,

kϕ = σ2
η/(σ

2
η + h(µϕ)

2σ2
δ ) is strictly decreasing in µϕ, and so is θkϕ for every θ > 0.
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A.2 Proof of Lemma 1

Conditional on the signal realization, θ is distributed according to ϕ, (η, δ) is distributed

according to F , and the two are independent. The report x = η + bϕδ depends only on the

agent’s type. With s = θEF [η|x], the principal’s expected payoff is therefore

−E
[︃
θ2
(︂
η − EF [η|x]

)︂2]︃
= −Eϕ[θ2]EF

[︃(︂
η − EF [η|x]

)︂2]︃

Using the expression for EF [η|x] from Section 2.2, with V = Var(x) = σ2
η + b2ϕσ

2
δ and

kϕ = σ2
η/V ,

EF

[︃(︂
η − EF [η|x]

)︂2]︃
= σ2

η − 2kϕσ
2
η + k2ϕV

= σ2
η −

σ4
η

V

=
σ2
ησ

2
δb

2
ϕ

σ2
η + σ2

δb
2
ϕ

= σ2
η(1− kϕ)

By Proposition 1, bϕ = h(µϕ) and kϕ = h(µϕ)/µϕ, so this expression equals G(µϕ), in both

forms given in (3).

For the properties of G: by the proof of Proposition 1, h is continuously differentiable

on (0,∞), with h′(y) = σ2
η/(3σ

2
δh(y)

2 + σ2
η) > 0. Since 0 < h(y) < y, h(y) → 0 as y → 0.

Since σ2
ηy = σ2

δh(y)
3 + σ2

ηh(y), h is unbounded, as the left-hand side tends to infinity with

y. Since h is increasing, h(y) → ∞ as y → ∞. Next, G = γ ◦ h with

γ(c) =
σ2
ησ

2
δc

2

σ2
η + σ2

δc
2
=

σ2
η

1 + σ2
η/(σ

2
δc

2)

The map γ takes values in (0, σ2
η), tends to 0 as c → 0 and to σ2

η as c → ∞, and is

continuously differentiable with γ′(c) = 2σ4
ησ

2
δc/(σ

2
η + σ2

δc
2)2 > 0. Hence G takes values in

(0, σ2
η), tends to 0 as y → 0 and to σ2

η as y → ∞, and is continuously differentiable with
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G′(y) = γ′(h(y))h′(y) > 0.

A.3 Proof of Proposition 2

The proof relies on the following Lemma

Lemma 2. The function A(y) = yG(y) = σ2
η(y − h(y)) is strictly increasing and strictly

convex on (0,∞).

Proof. By Lemma 1, G(y) = σ2
η

(︁
1− h(y)/y

)︁
, so that

A(y) = σ2
η

(︁
y − h(y)

)︁
Monotonicity. By Lemma 1, G is positive and strictly increasing on (0,∞), so A, the prod-

uct of y and G(y), is strictly increasing.

Convexity. The left-hand side of σ2
δh

3 + σ2
ηh − σ2

ηy = 0 is a polynomial in (h, y) whose

derivative with respect to h, 3σ2
δh

2+σ2
η, is strictly positive. By the implicit function theorem,

h is infinitely differentiable. Differentiating σ2
δh(y)

3 + σ2
ηh(y) = σ2

ηy once yields

(︁
3σ2

δh(y)
2 + σ2

η

)︁
h′(y) = σ2

η

so that h′(y) > 0, and differentiating a second time yields

(︁
3σ2

δh(y)
2 + σ2

η

)︁
h′′(y) + 6σ2

δh(y)h
′(y)2 = 0

that is,

h′′(y) = −6σ2
δh(y)h

′(y)2

3σ2
δh(y)

2 + σ2
η

< 0

since h(y) > 0. Hence A′′(y) = −σ2
ηh

′′(y) > 0, and A is strictly convex.
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Let Φ ⊆ supp τ denote the set of pooled posteriors, which are pairwise ordered, and τ ′

the signal that pools these messages into one message and leaves the remaining messages

unchanged. Since τ ′ = τ when τ(Φ) = 0, I assume that p = τ(Φ) > 0, so that the pooled

message induces the posterior ψ = 1
p

∫︁
Φ
ϕ dτ(ϕ). Pooling leaves the signal unchanged if and

only if a single posterior ϕ ∈ Φ satisfies τ({ϕ}) = p, so I assume that this is not the case.

For every posterior ϕ, write µϕ = Eϕ[θ] and mϕ = Eϕ[θ
2]. By linearity,

p µψ =

∫︂
Φ

µϕ dτ(ϕ) and pmψ =

∫︂
Φ

mϕ dτ(ϕ)

Since the messages outside Φ are unaffected, and since W (ϕ) = −mϕG(µϕ), the difference

in payoff between τ ′ and τ equals

∫︂
Φ

mϕG(µϕ) dτ(ϕ)− pmψ G(µψ) =

∫︂
Φ

mϕ

(︁
G(µϕ)−G(µψ)

)︁
dτ(ϕ)

I therefore need to show that

∫︂
Φ

mϕ

(︁
G(µϕ)−G(µψ)

)︁
dτ(ϕ) > 0 (5)

Step 1: Ordered posteriors have ordered means. Let ϕ and ϕ′ be two distinct posteriors with

max suppϕ ≤ min suppϕ′. Then µϕ ≤ max suppϕ ≤ min suppϕ′ ≤ µϕ′ . Equality through-

out would require ϕ and ϕ′ to be concentrated on the same point, contradicting ϕ ̸= ϕ′.

Hence µϕ < µϕ′ . Since the posteriors in Φ are pairwise ordered, two distinct posteriors in Φ

therefore never have the same mean. Hence µϕ is not τ -almost everywhere constant on Φ:

if it were equal to some c, all the probability of Φ would be carried by the only posterior in

Φ with mean c, a case ruled out above.

Step 2: First moments. By Lemma 2, A is strictly convex. Since µϕ is not τ -almost ev-

erywhere constant on Φ, Jensen’s inequality, applied with the weights dτ/p on Φ, holds
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strictly:

1

p

∫︂
Φ

A(µϕ) dτ(ϕ) > A
(︂1
p

∫︂
Φ

µϕ dτ(ϕ)
)︂
= A(µψ)

Multiplying by p, and using A(µϕ) = µϕG(µϕ) and

pA(µψ) = p µψ G(µψ) =

∫︂
Φ

µϕ dτ(ϕ)G(µψ)

this inequality reads

X =

∫︂
Φ

µϕ
(︁
G(µϕ)−G(µψ)

)︁
dτ(ϕ) > 0 (6)

Inequality (6) coincides with (5), except that each posterior is weighted by its first rather

than its second moment.

Step 3: From first to second moments. Let Φ− = {ϕ ∈ Φ : µϕ < µψ} and Φ+ = {ϕ ∈ Φ :

µϕ > µψ}. The set Φ− is nonempty: otherwise, µϕ ≥ µψ for τ -almost every ϕ ∈ Φ, and since∫︁
Φ
(µϕ−µψ) dτ(ϕ) = 0, the mean µϕ would equal µψ for τ -almost every ϕ ∈ Φ, contradicting

Step 1. Let ϕ ∈ Φ− and ϕ′ ∈ Φ+. The two posteriors are ordered, and by Step 1, ϕ′ cannot

lie below ϕ, since this would imply µϕ′ < µϕ. Hence max suppϕ ≤ min suppϕ′, and the

threshold

t = sup
ϕ∈Φ−

max suppϕ ≥ θ > 0

satisfies max suppϕ ≤ t for every ϕ ∈ Φ− and min suppϕ′ ≥ t for every ϕ′ ∈ Φ+.

Let rϕ = mϕ/µϕ, which is well defined since θ > 0. Since θ2 ≤ θmax suppϕ and

θ2 ≥ θmin suppϕ on the support of ϕ, integrating with respect to ϕ yields min suppϕ ≤

rϕ ≤ max suppϕ. Hence rϕ ≤ t on Φ− and rϕ ≥ t on Φ+. Since G is strictly increasing,
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G(µϕ)−G(µψ) is negative on Φ−, positive on Φ+, and zero elsewhere. In all three cases,

mϕ

(︁
G(µϕ)−G(µψ)

)︁
= rϕ µϕ

(︁
G(µϕ)−G(µψ)

)︁
≥ t µϕ

(︁
G(µϕ)−G(µψ)

)︁
Integrating over Φ with respect to τ and using (6) yields

∫︂
Φ

mϕ

(︁
G(µϕ)−G(µψ)

)︁
dτ(ϕ) ≥ tX > 0

which is (5).

A.4 Proof of Theorem 1

Let τ be a monotone signal other than opacity, and pool all of its messages, that is, apply

Proposition 2 with Φ = supp τ , which satisfies τ(Φ) = 1. By Bayes plausibility, the pooled

message induces the posterior
∫︁
ϕ dτ(ϕ) = ϕ0, so that τ ′ is opacity. Since τ is not opacity,

τ ′ ̸= τ , and opacity yields a strictly higher payoff than τ .

A.5 Proof of Corollary 1

Let τ be a monotone-or-mute signal with silence ϕS. The posteriors in Φ = supp τ \ {ϕS}

are pairwise ordered. By Proposition 2, pooling the messages in Φ yields a signal τ ′ such

that either τ ′ = τ or τ ′ yields a strictly higher payoff than τ . By construction, τ ′ consists of

the silent message and at most one other message.

A.6 Proof of Theorem 2

Throughout the proof, let F (θ) = ϕ0([θ, θ]) denote the prior distribution function. Since

ϕ0 is atomless and has full support, F is continuous and strictly increasing, and its inverse

q = F−1 : [0, 1] → Θ is continuous and strictly increasing. If U is uniform on [0, 1], then
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q(U) has distribution ϕ0, so that for 0 ≤ α ≤ β ≤ 1 and n ∈ {0, 1, 2},

∫︂ q(β)

q(α)

θn dϕ0(θ) =

∫︂ β

α

q(u)n du (7)

Since q is continuous, this expression is continuously differentiable in α and β.

For a measure ν ≤ ϕ0, let Mn(ν) =
∫︁
Θ
θn dν(θ) for n ∈ {0, 1, 2}, and define the loss

L(ν) = M2(ν)G
(︁
M1(ν)/M0(ν)

)︁
if ν ̸= 0, and L(0) = 0. A message sent with probability p

and inducing the posterior ϕ contributes −L(pϕ) to the principal’s payoff. For θ ≤ a ≤ b ≤ θ̄,

the interval signal [a, b] is the two-message signal that sends one message if θ ∈ [a, b], and

the other message otherwise.

Lemma 3. Consider a signal τ with two messages whose posterior means are µL ≤ µH .

There exists an interval [a, b] ⊆ Θ such that the two-message signal τ ′ in which the message

with mean µH is sent if and only if θ ∈ [a, b] yields a weakly higher payoff than τ . If µL < µH

and τ ′ ̸= τ , the payoff is strictly higher.

Proof. Let g(θ) denote the probability that τ sends the message with mean µL at valuation

θ, and let νL(B) =
∫︁
B
g(θ) dϕ0 and νH(B) =

∫︁
B

(︁
1 − g(θ)

)︁
dϕ0 for every Borel set B. Let

m = M0(νL). If m ∈ {0, 1}, τ sends a single message with probability one and is payoff-

equivalent to opacity, and the claim holds with [a, b] = Θ. Suppose that m ∈ (0, 1).

Step 1: Tails with the same probability and mean. For α ∈ [0,m], let Tα = [θ, q(α)) ∪ (q(1−

m+ α), θ̄], a lower tail of probability α and an upper tail of probability m− α, and let

MT
n (α) =

∫︂
Tα

θn dϕ0(θ) =

∫︂ α

0

q(u)n du+

∫︂ 1

1−m+α

q(u)n du

by (7). The upper tail T0 = (c, θ̄], with c = q(1−m), has the largest first moment among all

messages of probability m. Indeed, ϕ0(T0) = m. If θ > c, then 1T0(θ)− g(θ) = 1− g(θ) ≥ 0,

and if θ ≤ c, then 1T0(θ)− g(θ) = −g(θ) ≤ 0. Hence (θ − c)
(︁
1T0(θ)− g(θ)

)︁
≥ 0 for every θ,
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and integrating against ϕ0 gives

0 ≤
∫︂
Θ

θ 1T0(θ) dϕ0 −
∫︂
Θ

θ g(θ) dϕ0 − c

∫︂
Θ

(︁
1T0 − g

)︁
dϕ0⏞ ⏟⏟ ⏞

=0

=MT
1 (0)−M1(νL)

Symmetrically, M1(νL) ≥ MT
1 (m). Since MT

1 is continuous, there exists α̂ ∈ [0,m] such

that MT
1 (α̂) = M1(νL). Let a = q(α̂) and b = q(1 − m + α̂), and let τ ′ send the first

message if and only if θ ∈ Tα̂ = Θ \ [a, b], that is, with probability g∗(θ) = 1Tα̂(θ), and let

ν∗L(B) =
∫︁
B
g∗(θ) dϕ0. Since ν

∗
L and νL have the same probability and the same first moment,

τ ′ has the same posterior means µL and µH as τ .

Step 2: The tails carry more stakes. The function (θ − a)(θ − b) is positive on Tα̂, where

g∗(θ)− g(θ) = 1− g(θ) ≥ 0, and nonpositive on [a, b], where g∗(θ)− g(θ) = −g(θ) ≤ 0. Since

ν∗L and νL have the same probability and first moment,

M2(ν
∗
L)−M2(νL) =

∫︂
Θ

(θ − a)(θ − b)
(︁
g∗(θ)− g(θ)

)︁
dϕ0 ≥ 0

with a strict inequality unless g∗(θ) = g(θ) outside a set of probability zero.

Step 3: Comparison of losses. Since M2(νH) =M2(ϕ0)−M2(νL), the loss of τ is

L(νL) + L(νH) =M2(ϕ0)G(µH)−M2(νL)
(︁
G(µH)−G(µL)

)︁
and the loss of τ ′ is the same expression withM2(ν

∗
L) in place ofM2(νL). SinceG is increasing,

τ ′ does weakly better than τ , and strictly better if µL < µH and τ ′ ̸= τ .

Existence. For 0 ≤ α ≤ β ≤ 1, let Λ(α, β) denote the loss of the interval signal [q(α), q(β)].

By (7), the moments of its two messages are continuous in (α, β). Since G is continuous and

bounded by σ2
η by Lemma 1, 0 ≤ L(ν) ≤ σ2

η θ̄
2M0(ν), so Λ is continuous on the compact set
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{0 ≤ α ≤ β ≤ 1} and attains its minimum at some (α∗, β∗). Let a∗ = q(α∗) and b∗ = q(β∗).

By Corollary 1, every monotone-or-mute signal is weakly dominated by a signal with at most

two messages, and by Lemma 3, every such signal is weakly dominated by an interval signal.

Hence, the interval signal [a∗, b∗] is optimal among monotone-or-mute signals and among

signals with at most two messages.

Strict improvement upon opacity. Fix m ∈ (0, 1), and let Tα and MT
n be defined as in Step 1

of the proof of Lemma 3. The upper tail T0 has a mean above µ0 and the lower tail Tm has a

mean below µ0. Since M
T
1 is continuous, there exists α0 ∈ (0,m) such that MT

1 (α0) = mµ0.

Let a0 = q(α0) and b0 = q(1 − m + α0), so that θ < a0 < b0 < θ̄. Both messages of the

interval signal [a0, b0] have mean µ0, so that its loss equals the loss under opacity. Let ET

and EI denote the expectations after the messages sent on Tα0 and on [a0, b0]. For i ∈ {T, I},

since both messages have mean µ0,

Ei
[︁
(θ − a0)(θ − b0)

]︁
= Ei[θ

2]− (a0 + b0)Ei[θ] + a0b0 = Ei[θ
2]− (a0 + b0)µ0 + a0b0.

The last two terms do not depend on i. Since (θ−a0)(θ−b0) is positive on Tα0 and nonpositive

on [a0, b0], it follows that

ET [θ
2]− EI [θ

2] = ET
[︁
(θ − a0)(θ − b0)

]︁
− EI

[︁
(θ − a0)(θ − b0)

]︁
> 0

I now tilt the tails. For α close to α0, the loss of the interval signal [q(α), q(1−m+ α)] is

ℓ(α) =MT
2 (α)G

(︃
MT

1 (α)

m

)︃
+
(︁
M2(ϕ0)−MT

2 (α)
)︁
G

(︃
M1(ϕ0)−MT

1 (α)

1−m

)︃

By (7), MT
n is differentiable, with derivative q(α)n − q(1−m+ α)n, equal to an0 − bn0 at α0.

At α0, both means equal µ0, so that the two terms involving the derivative of MT
2 cancel,
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and

ℓ′(α0) = G′(µ0) (a0 − b0)

(︃
MT

2 (α0)

m
− M2(ϕ0)−MT

2 (α0)

1−m

)︃
= −G′(µ0) (b0 − a0)

(︁
ET [θ

2]− EI [θ
2]
)︁
< 0

Hence, for α slightly above α0, the interval signal [q(α), q(1 −m + α)] has a strictly lower

loss than opacity, and so does [a∗, b∗].

Interior endpoints. If a∗ = θ, b∗ = θ̄ or a∗ = b∗, the signal [a∗, b∗] is monotone, and by

Theorem 1, it does weakly worse than opacity. Hence θ < a∗ < b∗ < θ̄. For the same reason,

the posterior means µI after the announcement and µS after silence differ, since otherwise

both equal µ0 and the signal does as well as opacity.

Silence has the lower mean. Suppose that µI < µS. The message with the higher mean,

silence, is then sent on Θ \ [a∗, b∗]. Since θ < a∗ < b∗ < θ̄ and ϕ0 has full support, this set

differs from every interval on an event of positive probability. The signal given by Lemma

3, in which the message with the higher mean is sent on an interval, therefore differs from

[a∗, b∗] and yields a strictly higher payoff, a contradiction. Hence µS < µI .

Every optimal signal is of this form. Let τ be an optimal monotone-or-mute signal. By

Proposition 2, τ has at most two messages, since otherwise pooling its messages other than

silence would strictly improve it. Since [a∗, b∗] strictly improves upon opacity, τ is not

payoff-equivalent to opacity, so that it has two messages with distinct means. By Lemma 3,

τ coincides with the interval signal that the lemma associates with it, since otherwise this

signal would strictly improve upon τ . Hence τ is an interval signal, and the two arguments

above, which only use its optimality, show that its endpoints are interior and that silence

has the lower mean.
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A.7 Proof of Proposition 3

KCW normalize states and actions to [0, 1]. Let c = θ̄−θ and, for x ∈ [0, 1], let θ(x) = θ+cx.

In normalized units, the receiver’s marginal utility is u(y, x) = x−y, so that the action at pos-

terior ϕ is its normalized mean, and the sender’s payoff is V̂ (y, x) = −θ(x)2G
(︁
θ(y)

)︁
. KCW’s

Assumptions 1 to 4 hold. First, V̂ and u are three times differentiable, since the derivative

3σ2
δb

2+σ2
η of the cubic equation (2) in b is positive, so that h, and hence G, is smooth by the

implicit function theorem. Second, uy = −1 < 0. Third, minx u(0, x) = maxx u(1, x) = 0.

Fourth, ux = 1 > 0, and the requirement V̂y > 0 is not needed with a linear receiver (KCW,

footnote 7). An optimal signal exists by KCW’s Lemma 1.

Pairwise. By KCW’s Theorem 2, every optimal signal is pairwise if the twist condition

holds: for every action y and states x1 < x2 < x3, the matrix whose rows are
(︁
V̂y(y, xi)

)︁
i
,(︁

u(y, xi)
)︁
i
, and

(︁
uy(y, xi)

)︁
i
is nonsingular. Here V̂y(y, x) = −c θ(x)2G′(︁θ(y))︁, u(y, x) = x−y,

and uy = −1. Subtracting y times the third row from the second turns the second row into

(xi)i. Factoring −cG′(︁θ(y))︁ out of the first row, and using θ(xi)
2 = θ2+2θcxi+c

2x2i , adding

θ2 times the third row and subtracting 2θc times the second row turns the first row into

(c2x2i )i. Factoring c2 out of the first row and −1 out of the third, and swapping these two

rows, yields the Vandermonde matrix with rows (1)i, (xi)i, and (x2i )i, whose determinant is

(x2 − x1)(x3 − x1)(x3 − x2). Hence the determinant equals

−c3G′(︁θ(y))︁(x2 − x1)(x3 − x1)(x3 − x2)

which is nonzero since c > 0 and G′ > 0.

Single-peaked. KCW’s Theorem 4 gives a sufficient condition: if uyx/ux is constant and

V̂yx(y, x)/ux(y, x) is strictly decreasing in x for every y, then their contact set, which con-

tains the support of every optimal signal, is strictly single-peaked, and so is every optimal
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signal.11 Here ux = 1 and uyx = 0, and V̂yx(y, x) = −2c2 θ(x)G′(︁θ(y))︁ is strictly decreasing

in x since G′ > 0.

Negative assortative. By KCW’s Theorem 6, every optimal signal is negative assortative if,

first, the contact set is strictly single-peaked, and second, for any two states x1 < x2, pooling

them with some probability r ∈ (0, 1) yields a strictly higher payoff than revealing them.

Moreover, if the prior has a density, the optimal signal is unique. The first condition holds

by the previous step. For the second, KCW’s Corollary 3 shows that, when the condition of

their Theorem 4 holds, as shown in the previous step, it is equivalent to a local condition

which, with a linear receiver, reads V̂yy(y, y) + 2V̂yx(y, y) ≤ 0 for every y ∈ [0, 1]. Here, with

t = θ(y),

V̂yy(y, y) + 2V̂yx(y, y) = −c2t
(︁
tG′′(t) + 4G′(t)

)︁
= −c2t

(︁
A′′(t) + 2G′(t)

)︁
< 0

since A′′(t) = tG′′(t) + 2G′(t) > 0 by Lemma 2 and G′ > 0 by Lemma 1.

11KCW state Theorem 4 for the mirror-image property, single-dippedness, under the condition that the
ratio is strictly increasing. Reversing the order of the states and of the actions, x ↦→ 1 − x and y ↦→ 1 − y,
keeps the receiver linear, turns a decreasing ratio into an increasing one, and turns single-dipped signals
into single-peaked ones. The same remark applies to Theorem 6 and Corollary 3 below, since the reversal
preserves nested pairs and leaves V̂yy and V̂yx unchanged.
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